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Abstract 

This whitepaper focuses on helping you understand and address the first challenge of 

your data lake journey: how much will it cost? Understanding cost considerations can 

inform your organizational business case and decision-making process when evaluating 

the value realization outcomes for a data lake project.  

This whitepaper discusses the challenges of using traditional methodologies for costing 

data lake projects. It then outlines an approach that enables you to move at speed, 

realizing value early on the project cycle. 
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Introduction 

Customers want to realize the value held in the data their organization generates. 

Common use cases include helping them expedite decision making, publishing data 

externally to foster innovation, or creating new revenue streams by monetizing the data.  

Organizations that successfully generate business value from their data, will outperform 

their peers. An Aberdeen survey saw organizations who implemented a Data Lake 

outperforming similar companies by 9% in organic revenue growth. These leaders were 

able to do new types of analytics like machine learning over new sources like log files, 

data from click-streams, social media, and internet connected devices stored in the data 

lake. This helped them to identify, and act upon opportunities for business growth faster 

by attracting and retaining customers, boosting productivity, proactively maintaining 

devices, and making informed decisions. 

To best realize this value using data lakes, customers need a technology cost 

breakdown for their budget to build a solution. But without building the solution, they 

don’t know how much it will cost. This is a common paradox that delays many 

customers from starting their data lake projects. 

Customers need a platform that increases agility, lowers cost of experimentation, and 

provides a technical breadth to support all their use cases, through an innovative 

platform. Ideally, the platform can rapidly validate or discount solutions against business 

objectives. This encourages a culture of failing fast, which enables further 

experimentation to optimize solution matching against business imperatives. 

A data lake is a common way to realize these goals. There are many considerations 

along this journey, such as team structure, data culture, technology stack, governance 

risk, and compliance.  

Costing data lakes requires a different approach than delivering them. Customers must 

focus on identifying and measuring business value early on so that they can start their 

projects quickly and demonstrate the value back to the business quickly and 

incrementally. 
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What should the business team focus on? 

• Think big – It’s important to create a vision that your organization can rally 

around to help guide decision making in-line with a common goal. At Amazon, we 

have a phrase: “Stubborn on vision; flexible on details”. This sums up the 

importance of creating an environment that allows autonomous decision-making, 

while everyone pulls in the same direction and is flexible about the 

implementation details. 

• Measure business value – Without measuring business value, it’s hard to justify 

any expenditure or drive any value from your testing early on in the project. 

• Prototype rapidly – Focus your energy on driving business outcomes with any 

experiments you run. 

• Understand what influences costs – Analytics projects generally have similar 

stages, ingestion, processing, analytics, and visualization. Each of these stages 

has key factors that influence the cost. 

• Cost model a small set of experiments – Your analytics project is a journey. 

As you expand your knowledge, your capabilities will change. The sooner you 

can start experimenting, the sooner your knowledge will grow. Build a cost model 

that covers to smallest amount of work to impact your business outcomes and 

iterate. 

• Avoid wasting energy building technology stacks – Building solutions from 

the ground up is expensive, time-consuming, and very rarely provides any direct 

value to your organization.  

Defining the approach to cost modeling data 

lakes 

IT projects historically have well-defined milestones that make cost modeling a fairly 

simple process. Selected software is usually a commercial off-the-shelf (COTS) product, 

which can be costed (including licenses) and based on predictable metrics, such as 

number of users and number of CPUs.  

The effort to implement the software is well within the standard skill sets of the IT 

department, with plenty of experience in similar deployment models to draw on to get an 

accurate picture of the implementation time. This will all feed into a large design 

document that can be used to calculate costs. 



Amazon Web Services Cost Modeling Data Lakes for Beginners 

 3 

Therefore, you can expect to use the same cost modeling you have previously used for 

an analytics project. The challenge here is that an analytics project often doesn’t have a 

clear end. It’s a journey where you explore and prepare data in line, with some 

aspirational business outcomes. This makes it’s difficult to know the following: 

• How much data will be ingested 

• Where that data will come from 

• How much storage or compute capacity will be needed to make sense of that 

data 

• Which services are required to exploit the data to realize and deliver value 

throughout the business 

However, analytics projects provide the radical growth and business opportunities to 

enable your organization grow and get a competitive edge. Customers who have 

realized business benefit include the following companies. 

• Siemens mobility, a leader in transport solutions, cut their energy costs by 10-

15% with analytics projects. 

• Kumon, an online talent market for freelancers, managed to increase purchasing 

conversion by 30% and decrease churn by 40%. 

• 3Victors, a leader in travel data analytics, built their business by collecting billions 

of shopper requests for flights and analyzing them on AWS. This provided 

actionable real-time insights to travel marketers and revenue managers. Those 

insights, in turn, enabled 3Victor to improve the customer conversion rate and 

improve their return on advertising spend. 

To experience the business values of analytics project, you must first get started. An on-

premises data lake requires a large upfront expenditure, which can be hard to justify 

when you are unclear on the return on investment.  

However, with the AWS Cloud, you can deploy AWS services in minutes, run your 

experiments, and then shut down the infrastructure, paying only for what you use. With 

no capacity constraints and a broad array of analytics services, you can run many 

exploratory experiments concurrently to find the right solution. This, coupled with the 

ability to turn off your experiments, lowers the cost of experimentation while increasing 

speed.  

https://aws.amazon.com/solutions/case-studies/siemens-mobility/?did=cr_card&trk=cr_card
https://aws.amazon.com/solutions/case-studies/kmong/?did=cr_card&trk=cr_card
https://aws.amazon.com/solutions/case-studies/3victors-case-study/
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Measuring business value 

The first project on your data lake journey starts by stating what your business goals 

are. These are often extracted from your business strategy. Business goals are high-

level aspirations that support the business strategy, such as “improve customer 

intimacy”.  

Once these business goals are identified, together with your team write a set of 

business outcomes that would have a positive impact against these goals. Outcomes 

are targeted and measurable, such as reduce cost of customer acquisition.  

Finally, we identify a number of metrics that can be measured to validate the success of 

the experiments. This helps ensure that the right business value is being achieved.  

A good example of this is Hyatt Hotels, a leading global hospitality company. Hyatt 

wanted to improve customer loyalty, improve the success rate of upsells and add-ons, 

and better guide the users with accommodation recommendations. This fed directly into 

their business goal to improve their American Customer Satisfaction Index (ACSI). To 

achieve this, the team at Hyatt identified a requirement to build personalized 

connections with their customers.  

Some example business outcomes could be: 

• Number of return visits per 1000 customers per month 

• Number of upsells per 100 customers per month 

• Number of add-ons per 100 customers per month 

• Number of bookings made per day 

• Number of negative customer reviews per weeks 

This is only an example of one piece of work a data lake could support. After the initial 

piece of work is delivered, the team can then iterate. For example, as a by-product of 

delivering the previous feature, they could have identified important information. For 

example, perhaps Hyatt discovered that commonly searched for add-on purchases (for 

example, specific spa treatments) were not offered in the chosen location. Or, they 

might have discovered that customers were searching for accommodation in areas that 

Hyatt doesn’t yet have a footprint in.  

The team could go on to develop new features and service offerings that would help 

them deliver a better customer experience or help them make decisions that would 

https://aws.amazon.com/solutions/case-studies/hyatt-hotels-case-study/?did=cr_card&trk=cr_card
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improve their chances of choosing the right location to scale their footprint globally to 

help them deliver against their business goal. 

Establishing an agile delivery process 

Once the measurable metrics are captured, teams can start running a number of 

experiments to assess technology, methodologies, and, most importantly, explore the 

data to indicate whether a solution to deliver the business goals is possible and, if so, a 

possible design of that solution. 

The breadth of AWS services helps remove the complexity and burden of designing and 

operationalizing the solution. This enables organizations to rapidly deploy solutions that 

typically would take months. It also allows organizations to focus on solving the 

business needs through deriving value from their data. 

The AWS serverless services (such as, Amazon Athena, Amazon Kinesis, and AWS 

Glue) allow for data manipulation and exploration without the need to deploy anything. 

These services can be consumed immediately in an on-demand basis.  

You can also deploy capacity provisioning services, where clusters can be provisioned 

in a matter of minutes. These clusters are then ready to process customer data for 

supporting analytic services such as Amazon EMR (Hadoop), Amazon Elasticsearch, 

Amazon Managed Streaming for Apache Kafka (Amazon MSK), and Amazon Redshift. 

If the experiment fails, you can shut down the services or just stop using the services to 

prevent incurring ongoing costs. 

This allows you to experiment rapidly. This was the case with Xylem, a leading water 

technology company. Xylem used AWS to increase innovation, allowing them to support 

their customer by creating smart technologies that meet the world’s water, wastewater, 

and energy needs. 

Building data lakes 

Because the aim is to get started on your data lake project, let’s break down your 

experiments into the phases that are typical in data analytics projects: 

• Data ingestion 

• Processing and transformation 

https://aws.amazon.com/solutions/case-studies/xylem-case-study/?did=cr_card&trk=cr_card
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• Analytics 

• Visualization, data access, and machine learning 

By breaking down the problem into these phases, you reduce the complexity of the 

overall challenge. This makes the number of variables in each experiment lower, 

enabling you to get model costs more quickly and accurately. 

We recommend that you start your analytics project by implementing the foundation of a 

data lake. This gives you a good structure to tackle analytics challenges and allow great 

flexibility for the evolution of the platform. 

A data lake is a single store of enterprise data that includes raw copies from various 

source systems and processed data that is consumed for various analytics and machine 

learning activities that provide business value.  

Choosing the right storage to support a data lake is critical to its success. Amazon 

Simple Storage Service (Amazon S3) is an object storage service that offers industry-

leading scalability, data availability, security, and performance. This means customers 

of all sizes and industries can use it to store and protect any amount of data.  

Amazon S3 provides easy-to-use management features so you can organize your data 

and configure finely tuned access controls to meet your specific business, 

organizational, and compliance requirements. Amazon S3 is designed for 

99.999999999% (11 9's) of durability, and stores data for millions of applications for 

companies all around the world. 

Data lakes generally support two types of processing: batch and real time. It is common 

for more advanced users to handle both types of processing within their data lake. 

However, they often use different tooling to deliver these capabilities. We will explore 

common architectures for both patterns and discuss how to estimates costs with both. 

Batch processing 

Batch processing is an efficient way to process large volumes of data. The data being 

processed is typically not time-critical and is usually processed over minutes, hours, and 

in some cases, days. Generally, batch processing systems automate the steps of 

gathering the data, extracting it, processing it, enriching it, and formatting it in a way that 

can be used by business applications, machine learning applications, or business 

intelligence reports.  
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Before we get started, let’s look at a common set of services that customers use to build 

data lakes for processing batch data. 

 

Figure 1 – Common services used to build data lakes for batch data 

The following example architecture is relatively common. It uses AWS Glue, Amazon 

Athena, Amazon S3, and Amazon QuickSight. 

 

Figure 2 – Example architecture for batch processing 

The preceding example shows a typical pipeline to ingest raw data from CSV files. AWS 

Glue automatically infers a schema to allow the data to be queried. AWS Glue jobs are 

used to extract, clean, curate, and rewrite the data in an optimized format (Parquet) 
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before exposing visualizations to end users. This is all achieved using serverless 

technologies that reduce the operational burden to the analytics team. 

We are going to explore each of these steps in more detail, in addition to the things you 

need to consider along the way. But, before we do, let’s take a quick look at the other 

form of processing. 

Real-time processing 

Real-time processing is a way of processing an unbounded stream of data in order to 

generate real-time (or nearly real-time) alerts or business decisions. The response time 

for real-time processing can vary from milliseconds to minutes.  

Real-time processing has its own ingestion components and has a streaming layer to 

stream data for further processing. Examples of real-time processing are: 

• Processing IoT sensor data to generate alerts for predictive maintenance 

• Trading data for financial analytics 

• Identifying sentiment using a real-time Twitter feed 

Before we get started, let’s look at a common set of services that customers use to build 

data lakes for processing real-time data. 

 

Figure 3 – Common services used to build data lakes for real-time data 
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Our example architecture is relatively simple and uses the following services: Amazon 

Kinesis, AWS Lambda, AWS Glue, Amazon Athena, Amazon S3 and Amazon 

QuickSight. 

 

Figure 4 – Example architecture for real-time processing 

Figure 4 shows that many IoT devices send their telemetry to AWS IoT Core. AWS IoT 

allows users to securely manage billions of connected devices and route those 

messages to other AWS endpoints. In this case, AWS IoT Core passes the messages 

Amazon Kinesis, which ingests streaming data at any scale. The raw data is split into 

two streams, one that writes the raw data to Amazon S3 and a second that uses AWS 

Lambda (a serverless compute service) to filter, aggregate, and transform the data 

before again storing it on Amazon S3. The manipulated data is then cataloged in AWS 

Glue and made available to end users to run ad hoc queries using Amazon Athena and 

create visualizations using Amazon QuickSight. 

Understanding what influences data lakes costs 

Across both real-time and batch processing, data flows through different stages. For 

each stage, there is an option to use managed services from AWS or to use compute, 

storage, or network services from AWS with third-party or open source software 

installed on top it.  

In the case of managed services, AWS provides service features like high availability, 

backups, and management of underlying infrastructure at additional cost. In some 

cases, the managed services are on-demand serverless based solutions, where the 

customer is charged only when the service is used.  

In case of third-party or open source software, the user pays AWS for infrastructure 

components being used and does the management and administration work themselves 

(in addition to license cost, if applicable). 
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Ingestion 

Services required for ingestion depend on the source of data, the frequency at which 

the data should be consumed for processing to derive business value from it, and the 

data transfer rate. 

Cost factors 

Depending on the services you choose, the primary cost factors are: 

• Storage – These are the costs you pay for storing your raw data as it arrives.  

• Data transfer – These are the costs you pay for moving the data. Costs can be 

either bandwidth charges, leased line, or offline transfer. For example, Snowball. 

It is worth noting the analytics services should be deployed in the same Region 

to avoid unnecessary inter-Region data transfer. This improves performance and 

reduces costs. 

• Managed service costs – These are the costs you pay (usually per second or per 

hour) for the service you are using, if you chose a managed service from AWS 

(for example, AWS IoT or AWS Transfer for SFTP). 

Cost optimization factors 

We recommend that you consider the following actions to reduce cost: 

• Use data compression 

• Reduce run frequency 

• Choose a columnar format 

• Create data lifecycle policies 

• Choose serverless services 

Streaming 

This stage is only applicable for real-time processing. This stage is primarily responsible 

for ingesting the unbounded stream of data and providing guaranteed delivery for 

downstream processing.  

Cost factors 

The primary costs of this stage are  
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• Data transfer – These are the costs you pay for the rate at which data is 

consumed by the data streaming service. 

• Streaming service costs – These are the costs you pay (usually per second or 

per hour) for AWS management of Amazon Kinesis or Amazon MSK service that 

is being used, including instance cost of Amazon MSK. 

• Storage cost – This is the cost of storing data in streaming service until data is 

consumed by its consumers and processed. 

Cost optimization factors 

We recommend that you consider the following actions to reduce cost: 

• Choose the right tool for the job 

• Choose serverless services 

• Use automatic scaling 

• Use Reserved Instances 

Processing and transformation 

The cost of processing depends on number of factors, such as the size of the data 

being processed, the complexity of the transformations (which leads to the choice of 

tool), and how the data is stored (format and compression). 

Cost factors 

The primary cost at this stage includes: 

• Processing unit cost – This is the cost of compute and memory required to 

process the data. If you use a service like Amazon EMR, the Amazon EC2 

instance used to process the data will incur the cost. 

• Managed service costs – These are the costs you pay (usually per second or per 

hour) for the management of the service. For a serverless service like AWS Glue, 

this will be billed based on the utilization of the service. 

• Storage cost – This is the cost of storing the processed data.  

Cost optimization factors 

We recommend that you consider the following actions to reduce cost: 
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• Use data compression 

• Partition data 

• Right size your compute 

• Choose serverless services 

• Use Spot Instances 

• Use Reserved Instances 

Analytics/Storage 

The business value of data lakes is derived using tools in analytics stage. Cost in this 

stage correlates directly to the amount of data collected and analytics done on the data 

to derive the required value. 

Cost factors 

The primary cost of this stage includes: 

• Processing Unit cost – This is the cost of instances used by the analytics tool 

being used. Data Warehouse solution like Amazon Redshift or analytics solutions 

on Amazon EMR or operational analytics on Amazon Elasticsearch are all billed 

based on the instance type and number of nodes used. 

• Storage cost – The data stored for analysis either on Amazon S3 or on the nodes 

of the analytics tool itself contribute to this cost. 

• Scanned data cost – This is applicable only for serverless service like Athena 

and Amazon Redshift Spectrum, where the cost is based on the data scanned by 

the analytics queries. 

Cost optimization factors 

We recommend that you consider the following actions to reduce cost: 

• Use data compression 

• Reduce run frequency 

• Partition data 

• Choose a columnar format 
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• Choose serverless services 

• Use Spot Instances 

• Use Reserved Instances 

• Right size your instances 

• Use automatic scaling 

Visualization/API access 

Visualization is used to graphically present the enormous amount of data in data lake in 

a human consumable format. API access refers to allowing developers to integrate your 

data in their apps to make it meaningful for consumers. The rate at which data is 

refreshed or request affects the number of queries being fired (and cost) in the analytics 

stage. 

Cost factors 

The primary cost of this stage includes: 

• Per user license cost – Most of SaaS visualization tools charge per user license 

cost. 

• Processing unit cost – The cost required to host the visualization software is 

applicable only for hosted visualization tools. 

• In-memory processing cost – This is the cost of the visualization need to load 

huge amount of data in memory for quick performance. The amount of data 

required to be loaded also has a direct impact on cost, for example, Super-fast, 

Parallel, In-memory Calculation Engine (SPICE) in Amazon QuickSight. 

• Number of requests through an API – As developers integrate with their apps the 

number of requests made for data will increase. 

Cost optimization factors 

We recommend that you consider the following actions to reduce cost: 

• Choose the right tool for the job 

• Choose serverless services 

• Use automatic scaling 
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• Use Reserved Instances 

• Right size your instances 

Metadata management, data catalog, and data 

governance 

In addition to the previous data lake stages, you need the following components to 

make use of the data effectively and securely. 

• Metadata management – Responsible for capturing technical metadata (data 

type, format, and schema), operational metadata (interrelationship, data origin, 

lineage) and business metadata (business objects and description) 

• Data catalog – An extension of metadata that includes features of data 

management and search capabilities 

• Data governance – Tools that manage the ownership and stewardship of data 

along with access control and management of data usage 

Cost factors 

The primary cost of this stage includes: 

• Processing cost – This is the cost associated with processing required to 

generate the catalog or metadata of data stored. In governance tools, this cost 

depends on number of governance rules that is being processed. 

• Storage cost – This is the cost associated with amount of metadata and catalog 

stored. 

• License cost – If there is any third party involved in providing these services, it 
will include the cost of that license. 

Cost optimization practices 

We recommend that you consider the following actions to reduce cost: 

• Choose the right tool for the job 

• Choose serverless services 

• Reduce run frequency 

• Partition data 
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• Choose a columnar format 

Cost optimization 

Across stages, the following are general practices to optimize cost of the services used. 

Use data compression 

There are many different formats for compression. You should be selective about which 

one you choose to make sure it is supported by the services you are using. 

The formats provide different features for example some formats support splitting 

meaning they support parallelization better, whilst others have better compression but at 

the cost of performance. Compressing the data, reduces the storage cost and also 

reduces the cost for scanning data.  

To give an example of how compression can help reduce costs we took a CSV dataset 

and compressed it using bzip2. This reduced the data from 8 GB to 2 GB a 75% 

reduction. If we extrapolate this compression ratio to a larger dataset, 100 TB the 

savings are significant: 

• Without compression:  $2,406.40 per month 

• With compression:  $614.40 per month 

This represents a saving of 75%. 

Note: Compression also reduces the amount of data scanned by compute 
services such as Amazon Athena. An example of this covered in Columnar 

format section. 

Reduce run frequency  

In this scenario, let’s assume we generate 1 TB of data daily. We could potentially 

stream this data, because it’s available, or choose to batch it and transfer it in one go. 

Let’s assume we have 1 Gbps bandwidth available for the transfer from our source 

system, for example on-premises systems. A single push of 1 TB daily would take 

around two hours. In this case we’ll allow three hours for some variance in speed.  

Also, in this scenario, we will use AWS SFTP to transfer the data. In the first scenario, 

we need the AWS SFTP service constantly running. In the second scenario, we only 

need it running for three hours a day to complete our transfer. 
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• Running constant transfers as the data is available: $259.96 per month 

• Running a single batch transfer daily: $68.34 per month 

This represents a saving of just over 73%. 

Partition data 

Partitioning data allows you to reduce the amount of data that is scanned within queries. 

This helps both reduce cost and improve performance. To demonstrate this, we used 

the GDELT dataset. It contains around 300 million rows stored in many CSV files. We 

stored one copy un-partitioned and a second copy partitioned by year, month, day. 

SELECT count(*) FROM "gdeltv2"."non-partioned|partitioned" WHERE 

year = 2019; 

Unpartitioned: 

• Cost of query (102.9 GB scanned): $0.10 per query 

• Speed of query: 4 minutes 20 seconds 

Partitioned: 

• Cost of query (6.49 GB scanned): $0.006 per query 

• Speed of query: 11 seconds 

This represents a saving of 94% and improved performance by 95%. 

Choose a columnar format 

Choosing a columnar format such as parquet, ORC or Avro helps reduce disk I/O 

requirements which can reduce costs and drastically improve performance in data 

lakes. To demonstrate this, we will again use GDELT. In both examples there is no 

partitioning but one dataset is stored as CSV and one as parquet. 

SELECT * FROM "gdeltv2"."csv|parquet" WHERE globaleventid = 

778617562 

  

https://registry.opendata.aws/gdelt/
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CSV: 

• Cost of query (102.9 GB scanned): $0.10 per query 

• Speed of query: 4 minutes 20 seconds 

Partitioned: 

• Cost of query (1.04 GB scanned): $0.001 per query 

• Speed of query: 12.65 seconds 

This represents a saving of 99% and improved performance by 95%. 

Create data lifecycle policies 

With Amazon S3, you can save significant costs by moving your data between storage 

tiers. In data lakes we generally keep a copy of the raw in-case we need to reprocess 

data as we find new questions to ask of our data. However, often this data isn’t required 

during general operations. Once we have processed our raw data for the organization, 

we can choose to move this to a cheaper tier of storage. In this example we are going to 

move data from standard Amazon S3 to Amazon S3 Glacier.  

For our example, we will model these costs with 100TB of data. 

• Standard Amazon S3: $2,406.40 per month 

• Amazon S3 Glacier: $460.80 per month 

This represents a saving of just over 80%. 

Right size your instances 

AWS services are consumed on demand. This means that you pay only for what you 

consume. Like many AWS services, when you run the job you define how many 

resources you want and you also choose the instance size you want. You also have 

ability to stop the instance when it’s not being used and you can spin it up based on 

specific schedule. For example, transient EMR clusters can be used for scenarios 

where data has to be processed once a day or once a month. 

Monitor instance metrics with analytic workloads and downsize the instances if they are 

over provisioned. 



Amazon Web Services Cost Modeling Data Lakes for Beginners 

 18 

Use Spot Instances 

Amazon EC2 Spot Instances let you take advantage of unused Amazon EC2 capacity in 

the AWS Cloud. Spot Instances are available at up to a 90% discount compared to on-

demand prices. For example, using spot helps the Salesforce save up to 40 percent 

over Amazon EC2 Reserved Instance pricing and up to 80 percent over on-demand 

pricing. Spot is a great use case for batch when time to insight is less critical. 

In the following example, we have modeled a transient Amazon EMR cluster that takes 

six hours to complete its job.  

• On-Demand Instance: $106.56 per month 

• Spot Instance (estimated at a conservative 70%): $31.96 per month 

This represents a saving of just over 70%. 

Use Reserved Instances 

Amazon EC2 Reserved Instances (RI) provide a significant discount (up to 72%) 

compared to On-Demand pricing and provide a capacity reservation when used in a 

specific Availability Zone. This can be useful if some services used in the data lake will 

be constantly utilized.  

A good example of this can be Amazon Elasticsearch. In this scenario we’ll model a 10 

node Amazon Elasticsearch cluster (3 master + 7 data) with both on-demand and 

reserved pricing. In this model, we’ll use c5.4xlarge instances with a total storage 

capacity of 1 TB. 

• On-demand: $ 7,420.40 per month 

• RI (three years, all up front): $ 3,649.44 per month 

This represents a saving of just over 50%. 

Choose the right tool for the job 

There are many different ways to interact with AWS services. Picking the right tool for 

the job, helps reduce cost.  

If you are using Kinesis Data Streams and pushing data into it, you can choose between 

the AWS SDK, the Kinesis Producer Library (KPL), or the Kinesis Agent. Sometimes the 

option is based on the source of the data and sometimes the developer can choose.  
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Using the latest KPL enables you to use a native capability to aggregate multiple 

messages/events into a single PUT unit (Kinesis record aggregation). Kinesis data 

streams shards support up to 1000 records per second or 1-MB throughput. Record 

aggregation by KPL enables customers to combine multiple records into a single 

Kinesis Data Streams record. This allows customers to improve their per shard 

throughput. 

For example, if you have a scenario of pushing 100,000 messages/sec with 150 byes in 

each message into a Kinesis data stream, you can use KPL to aggregate them into 15 

Kinesis data stream records. The following is the difference in cost between using 

(latest version) KPL and not. 

• Without KPL (latest version):  $4,787.28 per month 

• With KPL (latest version): $201.60 per month 

This represents a saving of 95%. 

Use automatic scaling 

Automatic scaling is the ability to spin resources up and down based on the need. 

Building application elasticity enables you to incur cost only for your fully utilized 

resources.  

Building EC2 instances using an Auto Scaling group can provide elasticity for Amazon 

EC2 based services where applicable. Even for serverless services like Kinesis where 

shards are defined per stream during provisioning, AWS Application Auto Scaling 

provides ability to automatically add or remove shards based on utilization. 

For example, if you are using Kinesis streams to capture user activity for an application 

hosted in specific Region the streaming information might vary between day and night. 

During day times, when the user activity is higher you might need more shards 

compared to night times when the user activity would be very low. Being able to 

configure AWS Application Auto Scaling based on your utilization enables you to 

optimize your cost for Kinesis. 

Data flowing at rate of 50,000 records/sec with each record having 2 K bytes, will 

require 96 shards. If the data flow reduces to 1000 records/sec for eight hours during 

night, it would only need two shards. 

• Without AWS Application Auto Scaling: $1068.72 per month 

• With AWS Application Auto Scaling (downsizing): $725.26 per month 

https://docs.aws.amazon.com/autoscaling/application/APIReference/Welcome.html
https://aws.amazon.com/blogs/big-data/scaling-amazon-kinesis-data-streams-with-aws-application-auto-scaling/
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This represents a saving of 32%.  

Choose serverless services  

Serverless services are fully managed services that incur costs only when you use 

them. By choosing a serverless service, you are eliminating the operational cost of 

managing the service.  

For example, in scenarios where you want to run a job to process your data once a day, 

using serverless service incurs a cost only when the job is run. In comparison, using a 

self-managed service incurs a cost for the provisioned instance that is hosting the 

service. 

Running a Spark job in AWS Glue to process a CSV file stored in Amazon S3 requires 

10 minutes of 6 DPU’s and cost $0.44. To execute the same job on Amazon EMR, you 

need at least three m5.xlarge instances (for high availability) running at a rate of $0.240 

per hour. 

• Using a serverless service: $13.42 price per month 

• Not using a serverless service: $527.04 price per month 

This represents a saving of 97%.  

Similar savings are applicable between running Amazon Kinesis vs Amazon MSK and 

between Amazon Athena vs Amazon EMR. 

While we are not covering cost optimization in any detail, we have indicated the macro 

factors that you should consider during each stage to keep costs down. To understand 

cost optimization in detail, see the Analytics Lens for the AWS Well-Architected 

Framework. 

Monitoring data lakes costs 

Once the data lake is built to provide its intended features, we recommend that you 

measure the cost and tie it back to business value it provides. This enables you to 

perform a return-on-investment analysis on your analytics portfolio. It also enables you 

to iterate and tune the resources for optimal cost based on cost optimization techniques 

discussed earlier in this whitepaper. 

To track the cost utilization for your analytic workloads, you need to define your cost 

allocation strategy. Cost-allocation tagging ensures that you tag your AWS resources 

https://d1.awsstatic.com/whitepapers/architecture/wellarchitected-Analytics-Lens.pdf
https://d1.awsstatic.com/whitepapers/architecture/wellarchitected-Analytics-Lens.pdf
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with metadata key-value pairs that reflect the business unit the data lake pipeline was 

built for. 

Tags enable you to generate billing reports for the resources associated with a 

particular tag. This lets you to either do charge-back or return-on-investment analysis. 

Another strategy to track your costs is to use multiple AWS accounts and manage them 

using AWS Organizations. In this approach, every business unit owns their AWS 

account and provisions and manages their own resources. This lets them track all cost 

associated with that account for their data lake needs. 

By tracking costs and tying it back to your business value, you can complete your cost 

modeling for your first analytics workload. This process also lets you iterate and repeat 

the process again of deciding business use cases, defining KPI and building data lake 

features on top of your already built data lake foundation while monitoring the cost 

associated with it. 

Cost modeling your first experiments 

To help give confidence to cost model your first analytics project, we are going to do the 

following: 

• Generate a couple of fictitious customer scenarios for analytics experiments 

• Walk through our very lightweight cost model 

• Build the actual solution and demonstrate how close we got to the actual costs 

AWS offers a free tier for most of its services. This lets you experiment with no cost. For 

the cost modeling that follows, we discuss both free tier and the actual costs. 

It is also important to know that AWS pricing for every product is transparent and the 

details on how the costs can be calculated are available on every product page. In this 

scenario we will use the following pricing pages. 

• AWS Glue pricing 

• Amazon SageMaker Pricing 

• Amazon VPC pricing 

• Amazon S3 pricing 

https://aws.amazon.com/glue/pricing/
https://aws.amazon.com/sagemaker/pricing/
https://aws.amazon.com/vpc/pricing/
https://aws.amazon.com/s3/pricing/
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• Amazon Athena pricing 

• Amazon QuickSight Pricing 

Read through these pages before you start your experiments. They can help you think 

about the variables you need to consider when you are gathering details about the data 

you will be using.  

Scenario 1: Improving healthcare KPIs 

In this scenario, we are a health trust company with a goal to improve the health of the 

community we are serving. The following are a few key performance indicators (KPIs) 

that we want to achieve in near future. 

• Reduce health-related crime rate by 5% over 12 months 

• Reduce health-related crime rate by 15% over 36 months 

To achieve these KPIs, we decide to analyze: 

1. Drugs that have a strong correlation to criminal activity  

2. Health conditions that have a strong correlation to criminal activity 

3. Unique citizens who are using the drugs that have top five correlations to 

criminal activity 

4. Unique citizens who have health conditions that have top five correlations to 

criminal activity 

Our plan is to use these and work with identified citizens and provide them alternate 

drugs or provide them counseling or any other treatments as applicable, to prevent 

them from committing any crime. We believe doing this will improve the overall mental 

health of our community, in addition to other activities we have been working on.  

Build a data lake 

Our health trust company has come to a decision that to conduct the required analysis, 

they must build a data lake.  

We will need the healthcare data which we already own and we would have to get data 

from police department to identify crime trends. We would like to automate the setup so 

we can ingest and process new data and make it available to teams around our 

organizations. 

https://aws.amazon.com/athena/pricing/
https://aws.amazon.com/quicksight/pricing/
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The following data has been generated or obtained from the following sources: 

• Fake citizen data with duplicates 

• Fake healthcare data 

• Open police data 

The following is an example of the synthetic data created for each provider.  

 

Figure 5 – Healthcare data 

The following is an example of the open police data we used. 

 

Figure 6 – Police data 

The files contain separate data but there is some commonality in the details being 

recorded. For example they each use first name, last name, and address. We also have 

a unique key present in both systems that will allow us to correlate the data and draw 

our conclusions. This key is the Social Security number. 

Note: This is fictitious data we have created to help demonstrate cost 
modeling. No actual conclusion can be drawn from the data. It is important 
that organizations use data responsibly. There is a good series of blog 
posts that discuss good practices for ethical sharing of data to help 
organizations adopt good practices.  

  

https://github.com/J535D165/FEBRL-fork-v0.4.2
https://github.com/synthetichealth/synthea
https://www.kaggle.com/AnalyzeBoston/crimes-in-boston
https://aws.amazon.com/blogs/publicsector/tag/open-data-for-public-good/
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Process 

To start the project, let’s consider the phases we highlighted earlier: 

• For data ingestion, we need to identify our source data, understand some high-

level characteristics (for example, what protocols can be used to transfer the 

data), what format the data is in, and the size of the data. 

• For processing and transformation, we need to think about how we need to 

manipulate the data to make it ready for our analytics. We need to think how we 

catalog it and make it available for our next phase. 

• For analytics, we need to think about how we might explore our data and what 

analytics we may wish to perform to get the data ready to be queried by our 

business users. 

• For visualization, data access and machine learning, we need to understand 

how we will expose our data so we can ask questions of it and drive value. 

Based on our requirements, we will be using the following architecture: 

 

Figure 7 – Example architecture for Scenario 1 

Data ingestion 

After an initial assessment, we identify a health dataset in our internal system in a 

relational database that will help us. After performing a count, we discover there are 

70,000 citizens tracked in the system. Because we are collaborating with the police, we 

cannot have direct access to the system and agree that the police department will 

provide a CSV file with 25,000 citizens in it. 

We assess our options and decide that we will use AWS Glue to extract the data from 

our relational database and use Amazon S3 to allow the police department to upload 
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the data directly. Both of these methods will allow us to automate the ongoing capture 

and processing of the data. 

Amazon S3 cost modeling 

To estimate the cost, we obtain a copy of the CSV file from the police department. The 

file is only 5 MB. We use the AWS Pricing Calculator to cost our solution. 

Amazon S3 offers 5 GB of free storage per month, 20,000 GET requests, and 2,000 

PUT requests. This comfortably allows us to experiment with uploading and storing the 

police department data. Had that not been the case, the cost would be under one cent 

anyway. 

AWS Glue cost modeling 

To get the data from the relational database we decide to use three features in AWS 

Glue: 

• Job – to read the data from the database and convert it to parquet stored on 

Amazon S3 

• Crawler – to return a schema from the relational database and store it in our 

central catalog 

• Connection – to connect to our database 

To understand how the service is charged, we refer to the AWS Glue pricing page. 

In order for the AWS Glue job to extract and transform the data to Amazon S3, we 

estimate that we’ll use two DPUs. We also estimate that we can extract and convert the 

records in 10 minutes. An AWS Glue job costs $0.44 per hour. So, our calculation is: 

(($0.44 * 2)/60 minutes) *10 minutes = $0.15 

Crawlers are also charged on the same basis as Glue jobs. We estimate that we will 

crawl our data in 10 minutes, but this time with a single DPU. 

$0.44 /60 minutes) *10 minutes = $0.07 

To connect to our database, we also need to provision some network components. We 

will use a NAT gateway to allow outbound connectivity through to our environment. We 

estimate we will complete our experiment in two days.  

A NAT gateway costs $36.55 per month with a 1 GB data transfer.  

($36.55/730 hours in a month) * 48 hours = $2.40 

https://calculator.aws/
https://aws.amazon.com/glue/pricing/
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Finally, for the storage we will again be able to use the AWS Free Tier. 

Service Cost 

AWS Glue:  ~$0.22 

Amazon VPC:  ~$2.4 

Storage:  $0 

Total ~$2.62 

Processing and transformation 

For our processing we need to do the following tasks. 

• Explore our data, running ad hoc queries to understand in more detail what we 

are working with 

• Develop code to merge the data so we can interrogate it 

• Run queries against our data to prove our hypothesis 

To achieve this, we will use AWS Glue developer endpoints and SageMaker. 

SageMaker will provide us a notebook development environment to explore our data 

and AWS Glue will generate our labeled, train and run our model in addition to catalog 

and store the data so we can make the output available to our users around the 

organization. 

Because this is data exploration, we don’t have an exact figure for how long we will 

require the SageMaker development environment. However, we will initially estimate 

needing the notebook for two days. Because we can stop the notebook overnight while 

we are not working, we will estimate 16 hours use. At this point, we know that our 

datasets are relatively small. So we will assume a small notebook instance, 

ml.t2.medium. 

$0.0520 * 16 hours = $0.83 

Because we don’t know how long it actually takes, we must estimate how long we will 

need an AWS Glue development endpoint available. Because this is the first time we 
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are using AWS Glue, we will estimate requiring a developer endpoint for eight hours. 

This should give us plenty of time to develop our AWS Glue job to transform the data. 

The AWS Glue pricing page shows that a development endpoint is provisioned with five 

DPU’s. A DPU is billed at $0.44 per DPU hour. So eight hours our costs would be 

$17.60. 

Service Dimensions Cost 

AWS Glue ($0.44 * 5 DPUs) * 8 hours  ~$17.60 

SageMaker   ~$0.83 

Total  ~$18.43 

Analytics 

We are getting close to be able to prove whether the experiment is driving business 

value. In this phase, we need to start asking questions of our data. For this we will 

assume a number of queries being run over our dataset. B we know the dataset is 

approximately 70,000 records and likely to be less than 1 GB. To explore and generate 

the required views for our business users, we will estimate needing to run 500 queries 

over the data. 

Athena is charged based on the amount of data scanned.  

Service Dimensions Cost 

Athena 1 GB * 500 queries = 1TB  ~$2.50 

Total  ~$2.50 

Visualization, data access and machine learning 

Our final stage is to create a dashboard to present the data back to the business units 

so they can make decisions based on the data. Because we are only experimenting to 

see if the data is valuable for users, we’re going to assume we only have two people 

creating dashboards and demonstrating the capability to the various business units. 
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Service Dimensions Cost 

Amazon QuickSight $24 * 2 ~$48/month 

Athena (50 queries per day for 

demos * 1 GB) * 25 days 

of demos over the month 

~$1.22/month 

Total  ~$49.22 

Total cost 

We estimate the setup of the solution to take around two days. This accounts for 

preparing the data and running queries across our processed data. We are using 

serverless services so we can just start consuming them with no setup.  

Once we have completed our data preparation in the first three stages, we have 

scheduled a month of demos where we interface with the business units to demonstrate 

the value of the project. To help make this easier to understand, we have split the 

project into two parts. The first are the cost to ingest, prepare, process, and run 

analytics across the data. The second are costs to demonstrate the outcomes back to 

the rest of the business.  

Part Cost 

Preparation, processing, and analytics to 

prove outcome 

$23.55  

One month of demos to the rest of the 

business 

$49.22 

We made this split because we won’t actually fake taking demos to business units over 

a month. Rather, we will focus on validating the first part which is proving the outcome. 

While this is based on a number of assumptions, this should give us confidence the 

costs are minuscule in terms of the value we can generate for the organization. This 

should put us in a position to start the project. 
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Once we have completed this project, we will also have accurate figures from each 

stage that will help us make more informed decisions for cost modeling our next round 

of experiments, such as automating the ingesting and processing of data for our users 

to keep it fresh, or ingesting more sources of data to correlate across. 

The actual cost 

In this final section, we went through the process of setting up a new AWS account and 

running the experiments in each phase as described earlier. We then used Cost 

Explorer to get a detailed breakdown of the charges involved to see how accurate our 

modeling was. 

The initial three phases to ingest, process, and analyze the data to prove a valuable 

outcome was $23.55. We estimated the initial piece of work to take around two days, 

which we managed to stick to. 

The following is a breakdown of the costs by service. 

Service Jun 2020 Service Total 

AWS Glue  $20.61 $20.61 

EC2 – Other $0.77 $0.77 

Amazon S3 $0.08 $0.08 

SageMaker $0.01 $0.01 

Athena $0.00 $0.00 

CloudTrail $0.00 $0.00 

Total  $21.47 

The actual costs to make the data available were $21.47. This is approximately 9% less 

than we estimated. 

As discussed, we have not gone through a fake month of demos with the dashboards. 

https://aws.amazon.com/aws-cost-management/aws-cost-explorer/
https://aws.amazon.com/aws-cost-management/aws-cost-explorer/
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Scenario 2: Improving manufacture turnaround time 

In this second scenario, we are a manufacturing company with a goal to improve the 

timing of our delivery. The purchasing team of this manufacturing company is looking to 

improve the turnaround time of the parts required for their orders by 20% 

To achieve this KPI, we decided to analyze: 

• Customer orders and line items, to identify parts that are frequently ordered 

• Suppliers data to identify suppliers that kept orders waiting 

• Customer data to identify large volume customers 

• Supplier shipping modes and order priority  

• Correlation of any returned items with supplier 

Our plan is to identify the suppliers with good track record and use them for parts 

requested by large volume customers. This should bring down the turnaround time for 

majority of the parts requested overall.  

Build a data lake 

Our manufacturing company have come to a decision that to conduct the required 

analysis, we will have to build a data lake. The following is a schema of dataset 

available for processing. The dataset used is from TPC-H benchmark data. 

http://www.tpc.org/tpch/default5.asp
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Figure 8 – Schema for a dataset from TPC-H benchmark data 

Note: This is benchmark data. Though it can help demonstrate how cost 
modeling works, no actual conclusion can be drawn from the data. It is 
important that organizations use data responsibly. There is a good series 
of blog posts that discuss good practices for ethical sharing of data to help 
organizations adopt good practices.  

Process 

To start our project let’s consider the phases we highlighted earlier. 

• Data ingestion 

• Processing and transformation 

• Analytics 

• Visualization, data access, and machine learning 

https://aws.amazon.com/blogs/publicsector/tag/open-data-for-public-good/
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For data ingestion, we are going to have these datasets delivered once a day into 

AWS SFTP in a specific folder. 

For processing and transformation, we need to process the data and load into a 

data-warehouse solution 

For analytics we need a data-warehouse solution that will be available to fire different 

analytical queries and generate reports 

For visualization, data access and machine learning, we need to understand how we 

will expose our data so we can ask questions of it and drive value. 

Based on our requirements, we will be using the following architecture: 

 

Figure 9 – Example architecture for Scenario 2 

Data ingestion  

The order and supplier systems in the manufacturing company agreed to push all the 

data on a daily basis to and SFTP location. 

AWS Transfer for SFTP cost modeling 

To estimate the cost, we obtain the dataset from TPC-H data. The total dataset is 3 TB. 

We use the AWS Pricing Calculator to cost our solution. 

AWS Transfer for SFTP is priced based on data upload and download cost, along with 

endpoint cost charged at a per hour basis. To collect all these data files from different 

systems, the endpoint will be up for four hours per day. 

https://calculator.aws/


Amazon Web Services Cost Modeling Data Lakes for Beginners 

 33 

Dimensions Cost 

SFTP Endpoint Cost $1.2 

Upload per day (1 TB new data) $40 

Download per day (1 TB new data) $40 

Total ~$81.2 

Monthly total (21 business days) ~$1705.2  

Amazon S3 cost modeling 

Raw data received from source systems will be stored in Amazon S3, which will 

eventually then be processed by AWS Glue and loaded into Amazon Redshift. Amazon 

S3 will incur storage cost and costs associated with PUT and GET requests. The total 

dataset storage size is 3.84 TB  

Dimensions Cost 

Amazon S3 Storage (3 TB) $69 

PUT requests (300000) $1.5 

GET requests(3000000) $1.2 

Total ~$71.7 

Monthly Total ~$2126.7 
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Processing and transformation 

In this use case we are going to use Glue for processing, transforming the data and 

loading into Amazon Redshift. In addition, Glue is also used to crawl and create a 

catalog of the data. The data files in this use case are CSV and JSON. 

Glue cost modeling 

• Glue job – to read the data from the database and convert it to parquet stored on 

Amazon S3 

• Glue crawler – to return a schema from the relational database and store it in our 

central catalog 

• Glue connection – to connect to our database 

We view the AWS Glue pricing page to understand how the service is charged. 

We estimate the AWS Glue job to extract and transform the data from Amazon S3 and 

load to Amazon Redshift. We estimate following time for each of the dataset: 

Dataset Dimensions Cost 

Customers 30 min  

Orders 20 min  

Lineitem 300 min  

Part 15 min  

PartSupp 60 min  

Supplier 20 min  

Total (0.44/60 minutes) *445 

minutes 

$3.26 

Crawlers are also charged on the same basis as AWS Glue jobs. Again, we estimate 

that we will crawl our data in two minutes, but this time with a single DPU. 

https://aws.amazon.com/glue/pricing/
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$0.44 /60 minutes) *2 minutes = $0.014 

Finally, in order to connect to our database, we also need to provision some network 

components. Again, we use the AWS Pricing Calculator to help us consider the costs 

for our networking. 

We will use a NAT gateway to allow outbound connectivity through to our environment. 

We estimate we will complete our experiment in two days.  

A NAT gateway costs $36.55 per month with a 1 GB data transfer.  

($36.55/730 hours in a month) * 48 hours = $2.40 

Finally, for the storage we will again be able to use the AWS Free Tier. 

Service Cost 

AWS Glue ~$3.26 

Amazon VPC ~$2.40 

Storage  $0 

Total ~$5.66 

Monthly Total ~118.86 

Analytics 

This use case needs a data warehouse to be able to run multiple analytic queries. For 

storing 3 TB data storage per day and for a need to process month data of size 30TB, 

we need at least two nodes of ra3.4xlarge which give 12 virtual CPUs and 96 TB 

memory. Cost per day would be as follows: 

  

https://calculator.aws/
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Resource Cost 

Node ~$156.48 

Total  ~$156.48 

Monthly Total  ~$4694.4 

Visualization, data access, and machine learning 

Our final stage is to create a dashboard to present the data back to the business units 

so they can make decisions based on the data. Because we are only experimenting to 

see if the data is valuable for users, we’re going to assume we only have two people 

creating dashboards and demonstrating the capability to the various business units. 

Service Dimensions Cost 

Amazon QuickSight $24 * 2 = $48 for the month ~$48 

Athena (50 queries per day for 

demos * 1GB) * 25 days of 

demos over the month 

~1.22 

Total  ~$49.22 

Total cost 

We estimate the setup of the solution to take around two days to prepare the data and 

run queries across our processed data. This requires setup for AWS Transfer for SFTP 

and Amazon Redshift.  

Once the initial setup is complete, the other services are serverless services that do not 

require any additional setup. Once we complete our data preparation in the first three 

stages, we have scheduled a month of demos where we interface with the business 

units to demonstrate the value of the project. To help make this easier to understand we 

have split the project into two parts. The first part includes the cost to ingest, prepare, 
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process, and run analytics across the data. The second part includes costs to 

demonstrate the outcomes back to the rest of the business.  

Phases Cost 

Data Ingestion, processing and 

transformation, and analytics to prove 

outcome (per month) 

$8645.14 

One month of demos to the rest of the 

business (per month) 

$49.22 

Processing cost per day will end up to be around $412.32. While this is based on a 

number of assumptions, this should give us confidence the costs are minuscule in terms 

of the value we may generate for the organization. This should put us in a position to 

start the project. 

Once we have completed this project, we will also have accurate figures from each 

stage which will help us make more informed decisions for cost model our next round of 

experiments. For example, automating the ingesting and processing of data for our 

users to keep it fresh or ingesting more sources of data to correlate across. 

The actual cost 

In this final section we went through the process of setting up a new AWS account and 

running the experiments in each phase as described previously. We then used Cost 

Explorer to get a detailed breakdown of the charges involved to see how accurate our 

modeling was. 

The initial three phases to ingest, process, and analyze the data to prove a valuable 

outcome was $631.94 for two days ($315.97), not including SFTP. Including SFTP adds 

$81.20 per day. 

The following is a breakdown of the costs by service. 

Service Aug 2020 Service Total 

Amazon Redshift $346.27 $346.27 

AWS Glue $154.57 $154.57 
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Service Aug 2020 Service Total 

EC2 – Other $114.79 $114.79 

Amazon S3 $13.68 $13.68 

SageMaker $2.45 $2.45 

GuardDuty $0.17 $0.17 

Total  $631.94 $631.94 

The actual costs for data processing per day is $397.17. This is approximately 3% less 

than we estimated. 

Conclusion 

Customers struggle with starting their analytics projects because it is difficult to estimate 

costs when you have no knowledge or foresight of their unique requirements as an 

organization. Without a cost estimate, projects fail to get funding and organizations miss 

the enormous value making data driven decisions can offer. 

This whitepaper offers a way forward. We have shown how you can tackle this 

challenge. This involves breaking down the problem into smaller components that can 

more easily be sized, costed, and implemented, while delivering measurable business 

value early on in your project. 

You can use the scenarios as templates to build out a picture of what your analytics 

experiment will look like. The scenarios can help your organization start a journey 

towards making data-based decisions and drive business value, offering benefits for 

your organization and its customers. 
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Further Reading  

The following resources can help you get started in running big data analytics on AWS:  

• Well Architected for Analytics – This document helps you understand AWS best 

practices and strategies to use when designing architectures for analytics 

applications.  

• Big Data on AWS – View the comprehensive portfolio of big data services in 

addition to links to other resources such AWS big data partners, tutorials, 

articles, and AWS Marketplace offerings on big data solutions. Contact us if you 

need any help.  

• AWS Big Data Blog – The blog features real life examples and ideas updated 

regularly to help you collect, store, clean, process, and visualize big data.  

• Big Data Test Drives – Explore the rich ecosystem of products designed to 

address big data challenges using AWS. Test Drives are developed by AWS 

Partner Network (APN) Consulting and Technology partners and are provided 

free of charge for education, demonstration, and evaluation purposes.  

• Big Data on AWS – The Big Data on AWS course introduces you to cloud-based 

big data solutions and Amazon EMR. We show you how to use Amazon EMR to 

process data using the broad ecosystem of Hadoop tools like Pig and Hive. We 

also teach you how to create big data environments, work with DynamoDB and 

Amazon Redshift, understand the benefits of Amazon Kinesis Streams, and 

leverage best practices to design big data environments for security and cost-

effectiveness. Amazon Web Services. 

• Big Data Customer Case Studies – Learn from the experience of other 

customers who have built powerful and successful big data platforms on the 

AWS Cloud. 

https://d1.awsstatic.com/whitepapers/architecture/wellarchitected-Analytics-Lens.pdf
http://aws.amazon.com/big-data
https://aws.amazon.com/marketplace
http://aws.amazon.com/big-data/contact-us/
http://blogs.aws.amazon.com/bigdata/
https://aws.amazon.com/testdrive/bigdata/
http://aws.amazon.com/training/course-descriptions/bigdata/
http://aws.amazon.com/solutions/case-studies/big-data/
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